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What should you be using AI for?
AI excels at

Pattern 
Recognition 

Connecting dots 
across multiple 

data sources

Data 
Processing

Analysing thousands 
of pages in minutes, 

not weeks

Documentation

Generating 
structured reports 
with full citations 

Multi-jurisdictional 
Research

Searching global 
registries 

simultaneously



What should you be using AI for?

Think of AI as your research assistant not your replacement

Making final risk decisions

POOR USE CASES IDEAL USE CASES 

Initial research and data gathering 

Entity Identification

Comprehensive source coverage

Preparing evidence for review

Replacing human judgement

“Set and forget” automation 

Legal determinations



Hang on a second…
What will us mere humans do?

HUMAN 
ADVANTAGE

Strategic Judgment Determining investigation scope, risk 
appetite, and materiality thresholds

Client Relationships

Legal & Ethical Reasoning

Contextual Intelligence

Understanding context, asking follow-up 
questions, managing expectations

Interpreting regulations, applying 
precedent, making proportionate decisions 

Recognizing what's normal vs. suspicious 
in specific industries or regions



A Buyer’s Guide to Generalist LLMs
Understanding the Landscape

THE KEY DECISION FACTORS

Cost

Per-token pricing, 
volume discounts

Capability

Reasoning depth, accuracy, 
context handling

Speed

Tokens per second, latency 
for interactive use

There’s no single “best” model – each excels in different scenarios



The Major Players

Anthropic Claude

Safety-First

Constitutional AI design, 
excellent for sensitive 
financial investigations. 
Strong reasoning, 
nuanced outputs, 
thoughtful about edge 
cases.

OpenAI GPT

Market Leader

Widely adopted, 
extensive ecosystem. 
GPT-5 for complex 
reasoning, mini 5 for 
speed. Large user base 
means extensive testing 
and documentation.

Google Gemini

Deep Integration

Native integration with 
Google Workspace, 
Search, and Maps. 
Strong multimodal 
capabilities. Best for 
organizations already in 
the Google ecosystem.

Mistral

Open Source

European provider with 
open-source models. 
Deploy on your own 
infrastructure for 
maximum data 
sovereignty. Lower cost, 
full control.

Provider Overview



Groq

Lightning Fast

Custom LPU hardware 
delivers astonishing 
inference speed (500+ 
tokens/sec). Runs 
existing models faster. 
Ideal for real-time 
applications and high-
volume processing.

xAI Grok

Controversial

Elon Musk's model with 
real-time X (Twitter) 
integration. Known for 
edgier, less filtered 
responses. Use with 
caution in professional 
compliance contexts.

Other Notable

Cohere
Enterprise-focused, strong RAG capabilities

Meta Llama
Open-source, customizable

Amazon Bedrock
Multi-model platform

Perplexity
Search-optimized responses

The Major Players
Provider Overview



Provider/Model Capability Speed Cost Best For

Claude Opus Complex analysis, high-stakes decisions

Claude Sonnet Balanced for most investigations

GPT-5.1 Deep reasoning, document analysis

GPT5.1 Mini Quick queries, high-volume tasks

Gemini Pro Google workspace integration

Groq (any model) Real-time applications, speed priority

Mistral Large Data sovereignty, cost optimization

Pro Tip: Use cheaper, faster models for initial screening and expensive models for final analysis

Capability vs. Cost Vs. Speed
The Fundamental Trade-Offs



Use Case Matching

Document 
Analysis & 

Pattern Finding

Best choice: Claude 
Sonnet, Chat GPT, 
Gemini Pro

Why: Needs strong 
reasoning, good with 
structured data, 
moderate cost

Initial Research 
and Triage

Best choice: Claude 
Sonnet, Chat GPT, 
Gemini Pro

Why: Integrated 
Search and 
Multimodal Data

Complex Risk 
Assessment

Best choice: Claude  
Opus,ChatGPT

Why: High stakes, 
needs nuanced 
judgment, quality 
over speed

Report 
Generation

Best choice: Claude 
Sonnet, ChatGPT

Why: Strong writing 
skills, good structure, 
proper citations

Multi-language 
Research

Best choice: Gemini, 
ChatGPT

Why: Strong 
multilingual 
capabilities, good 
cultural context

Which Model for Which Task?



Hallucinations

AI models sometimes generate 
plausible-sounding but completely 
fabricated information

        In compliance work, a single 
hallucination can destroy credibility 

and create legal liability

Technical Complications
The Hidden Complexity of AI Tools

Common hallucination examples:

• Inventing case numbers or regulatory 
references

• Creating fake company registration 
numbers

• Fabricating dates, addresses, or 
directorship details

• Confident assertions about people who 
don't exist

Temperature Settings

Controls randomness/creativity in AI responses. Range: 0.0 (deterministic) to 1.0+ (creative)

        Wrong temperature = unreliable results. But who has time to adjust this for every query?

Low temp (0.1-0.3):

Factual research, entity resolution, 
data extraction

High temp (0.7-1.0):

Report writing, hypothesis generation, 
brainstorming

Prompt Engineering

How you phrase your question dramatically affects the quality of the answer)

        Effective prompting requires expertise, experimentation, and constant refinement?

Bad: "Tell 

me about John Smith"

Good: "Search UK Companies House for directors named 

John Smith who were active between 2015-2020 in London. 
Disambiguate based on date of birth if available. Cross-
reference with Land Registry for property ownership."



Why It Matters for EDD

Calling the API doesn’t give you the chat 
experience — 
it gives you a raw engine

        Months of engineering, not an 
afternoon’s API integration

What’s Behind the Chat Window
The Tip of a Very Large Iceberg

To build EDD-grade tooling you 

need:

• Your own retrieval pipeline across the 
right sources

• System prompts engineered for 
compliance work

• Tool calls into sanctions, PEP, and 
watchlist data

• Audit logging of every step, every 
source, every decision

What You See

The chat box. You type a question, you get a confident answer in seconds. It feels like intelligence on 
tap.

        The chat window is a finished product. The model behind it is one component of many.

The illusion:

A single model 
answering your question directly

The reality:

A whole stack of engineering running 
behind every reply

What’s Actually Running

Every reply is the output of an orchestrated stack the user never sees

        Strip these away and you have a raw model that doesn’t know your data, your sources, or your 
last question

System prompts & 

safety: Hidden 
instructions, content 
filters, jailbreak 

detection

Retrieval & context: Vector embeddings, RAG, context-

window management, tool calls, conversation memory



Citations & Audit

Citations are generated probabilistically, 
and the working is never shown to the 
reader

        A clean-looking report is not a clean 
subject — it’s a search that stopped 

early

Deep Research Challenges
Where Deep Research Falls Short

What this means in practice:

• Sources fabricated at scale: 1 in 1,000 
across hundreds per report

• No record of what was searched, 
found, or excluded

• No snapshot of sources at the point of 
investigation

• Reviewer cannot catch errors the 
system has made

Coverage

Single search index, English-default queries, no native-script search on regional engines

        Combining engines yields 30–40% more unique URLs — risk usually sits in what’s missed

What’s missed:

Foreign-language sources, 
Yandex/Baidu/Naver, regional media

What’s sampled:

Pages found but not fetched, fetched 
but not fully read

Identity

No deterministic entity resolution, no systematic sanctions or PEP screening

        False positives annoy your team. False negatives destroy your firm.

False positive: 

Another John Smith’s 
conviction in your 
report

False negative: Real adverse finding missed because it was 

filed under a name variant or alias



The Real Challenge

Different APIs, different billing systems, different capabilities

Manually switching between models mid-investigation

Managing API keys, rate limits, and costs across providers

Mastering prompt engineering techniques

Remembering which model is best for each task

Tuning temperature settings for each query type

Verifying every output for hallucinations

You need to become an expert in 6+ different AI platforms

The Problem:

You're investigators,
not AI engineers

You shouldn't need a PhD in machine 
learning to do your job

What if the AI chose
the right model for you?

Let me show you how DeepDive solves 
this problem...

Why this gets complicated fast…



Utilises AI to automate EDD investigations 
allowing analysts to analyse rather than 
research.

What is DeepDive?

The Current 
Method

Regulated businesses MUST do 
Enhanced Due Diligence (EDD) 
on high-risk customers.

They rely on teams of 
investigators to search the 
web for relevant information.

Investigations are very 
expensive, time-consuming 
and, often, less than thorough.

Compliance databases throw up false 
positives 70% of the time - resulting 
in wasted investigation effort.

The DeepDive 
alternative

Does this more thoroughly, at 
lower cost and in quicker time.

Produces a tailored EDD 
report including alerts and 
source data for audit trail.

Automatically handles name variations 
and foreign language sources.

Rapidly resolves the 70% 
false positives avoiding 
expensive manual 
investigations.



How does it work?

Executes complex, multi-language queries across all major search engines.SEARCH

INGEST

RESOLVE

EXTRACT

REPORT

INTERROGATE

AI analyses thousands of sources in any language.

Filters out false positives, retains only sources linked to the correct subject.

AI extracts relevant evidence and scores source credibility.

Generative AI contextualizes Body of Knowledge into a digestible report.

User interrogates Body of knowledge through chatbot.



Why compliance teams are choosing 
DeepDive over manual EDD

KNOWLEDGE TIME MONEY
Uncover sources and context 
that human analysts may miss

Up to 10X quicker compared 
to manual research

Be more productive, allocate  
humans to value-add activity  

DeepDive uncovered findings 
we had not seen from our 

manual investigation

Head Researcher at a global 
investigation and advisory firm

DeepDive is a game changer for 
our investigations. What took 

days of manual effort, now 
takes hours 

Head Researcher at an 
outsourced EDD provider

A fraction of the price, easier 
to digest, wider in the sources 
it draws on, half the price and 

takes minutes not days

MLRO at an investment bank



Your questions….



davidpope@deep-dive.com
CLICK HERE

CLICK HERE

BOOK A 30 MINUTE DEMO WANT TO ASK A QUESTION?

READ OUR
FAQ

FAQ

mailto:davidpope@deep-dive.com?subject=I%20want%20to%20ask%20a%20question%20about%20DeepDive...
mailto:davidpope@deep-dive.com?subject=I%20want%20to%20ask%20a%20question%20about%20DeepDive...
mailto:davidpope@deep-dive.com?subject=I%20want%20to%20ask%20a%20question%20about%20DeepDive...
https://meetings-eu1.hubspot.com/davidpope1
http://deep-dive.com/resources/en-gb/faq
https://www.deep-dive.com/resources/frequently-asked-questions

	Slide 1
	Slide 2: Contents
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7: The Major Players 
	Slide 8
	Slide 9
	Slide 10: Use Case Matching
	Slide 11
	Slide 12
	Slide 13
	Slide 14: The Real Challenge
	Slide 15: What is DeepDive?
	Slide 16: How does it work?
	Slide 17: Why compliance teams are choosing  DeepDive over manual EDD
	Slide 18
	Slide 19

